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Figure 2: Overview of TerraWeave. (a) GeoVerify converts tool observations into verified GeoState
evidence. (b) Policy learning assigns local credit by comparing decisions made under the same
dependency opportunity. (c) GeoSkill candidates pass compilation and verified admission before
paired continuations measure their incremental utility. Policy updates and skill-bank updates then
form the co-evolution loop.

A resource or condition is established only with environment evidence. After action at returns ot+1,
the update ∆svert = Verifyq(st, at, ot+1) records satisfaction of additional requirements, invalidates
stale evidence, or leaves the logical state unchanged, with provenance updated alongside it.

Two views of one verified execution point. Let Satq(st) denote the requirements in Gq currently
satisfied by verified evidence. The frontier Ft contains the unmet requirements whose parents
already belong to Satq(st). A fixed topological and semantic-role order selects an active target
r⋆t . Frontier-wide readiness ρFt = {(r, ρt(r)) : r ∈ Ft} records canonical resource roles and
execution preconditions for every frontier requirement: the active target does not restrict an action
from advancing another requirement in Ft.

The resulting views are:

κt = (q, Ft, r
⋆
t , ρ

F
t ), dependency comparison key,

ζt = (hvis
t , st,Xt,Mt), executable intervention snapshot.

(2)

Here hvis
t is the visible interaction history, Xt contains the resource contents and versions needed to

resume execution, andMt contains the restorable tool/runtime state.

We save κt before action generation; subsequent outcomes never relabel this comparison key. Deci-
sions share it only when the frontier, the active target, and frontier-wide readiness agree. Readiness
uses semantic identity, including source version and lineage. Appendix B details requirement-graph
construction, verification, semantic comparison matching, and executable snapshot restoration.

3.3 DEPENDENCY-CONDITIONED POLICY CREDIT

GDL-GRPO turns verified execution progress into decision-local advantages within matched depen-
dency opportunities. Each rollout group g is generated under a fixed behavior policy πθg .
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