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Figure 4: EarthArena evaluation pipeline. (a) Multi-turn execution and feedback. (b) Rubric-based
evaluation.

4.2 RUBRIC-BASED EVALUATION

LLM-based evaluation supports criteria-driven scoring but remains susceptible to bias (Liu et al.,
2023; Zheng et al., 2023). Our judges apply frozen task-specific rubrics. Each atomic criterion
specifies a claim or artifact property, reference evidence, scoring rule, and numerical tolerance where
relevant. Judges inspect answers, artifact content, and execution evidence, returning criterion-level
decisions and rationales.

Answer criteria assess quantities and interpretations; artifact criteria assess fields, values, units,
coverage, and consistency; process criteria assess evidence of data access and transformation. JSONL
records document execution but do not establish scientific correctness by themselves. Alternative
implementations receive credit when they satisfy the same scientific requirements. References define
evaluation targets, not a compulsory tool sequence.

4.3 METRICS AND AGGREGATION

For task t, normalized criterion weights wti and awarded ratios rti ∈ [0, 1] define

St = 100
∑
i∈Rt

wtirti,
∑
i∈Rt

wti = 1. (1)

Case aggregation follows frozen task allocations (Appendix C). Continuous scores are distinct from
success rates, which additionally require thresholds and submission gates.

The reported performance and cost columns are unweighted case-level macro-averages. The Rubric
metric combines normalized answer, artifact, and process scores with weights 0.5, 0.3, and 0.2; tasks
without a process branch use the answer score directly under the supplied evaluation rule. This
task-level fallback precedes aggregation, so the reported Rubric column should not be reconstructed
by weighting the displayed macro-averages.

Tokens, elapsed time, and interaction rounds measure execution cost separately from scientific credit.
Precise judge inputs, normalization, partial-completion rules, and cost-accounting definitions remain
required for reproduction (Appendix H).
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